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Abstract: This research focuses on comparing standard Bayesian optimization and
multifidelity Bayesian optimization in the hyperparameter search to improve the performance
of reinforcement learning algorithms in environments such as OpenAl LunarLander and
CartPole. The primary goal is to determine whether multifidelity Bayesian optimization
provides significant improvements in solution quality compared to standard Bayesian
optimization. To address this question, several Python implementations were developed,
evaluating the solution quality using the mean of the total rewards obtained as the objective
function. Various experiments were conducted for each environment and version using
different seeds, ensuring that the results were not merely due to the inherent randomness of
reinforcement learning algorithms. The results demonstrate that multifidelity Bayesian
optimization outperforms standard Bayesian optimization in several key aspects. In the
LunarLander environment, multifidelity optimization achieved better convergence and more
stable performance, yielding a higher average reward compared to the standard version. In the
CartPole environment, although both methods quickly reached the maximum reward,
multifidelity did so with greater consistency and in less time. These findings highlight the
ability of multifidelity optimization to optimize hyperparameters more efficiently, using fewer
resources and less time while achieving superior performance.
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1. Introduction

The field of reinforcement learning (RL) has experienced significant growth in
recent years due to its ability to address a wide range of decision-making problems in
complex and dynamic environments [1] like for example in the field of robotics where
it is revolutionizing the field [2]. However, one of the key challenges in RL is the
tuning of hyperparameters, which are parameters that control the behavior and
performance of learning algorithms and that is an area that has been recently addressed
by the new automatic reinforcement learning field [3]. Efficient optimization of these
hyperparameters is crucial to achieving optimal RL algorithm performance within a
reasonable time frame [4]. However, it is a really challenging field as every evaluation
of a set of values of the hyperparameters usually requires lots of computational and
time resources in real problems in fields such as robotics or finance [5].

In this context, Bayesian optimization class of methods has emerged as a
promising technique for hyperparameter tuning in RL [6]. In particular, Bayesian
optimization leverages the power of probabilistic models like Gaussian processes or
Bayesian neural networks [7] to explore the search space in an efficient way and not
by brute force as vanilla methods such as random search or grid search do. In contrast,
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Bayesian optimization methods adapt the search as new evaluations of the
configuration space, in this case consisting of the reinforcement learning
hyperparameter values, are observed [8]. However, in computationally expensive
settings, such as those involving complex simulations or high-dimensional RL models,
standard Bayesian optimization can become prohibitively costly in terms of
computational time. It is critical to consider here that deep reinforcement learning
algorithms contain in their Bayesian space not only the hyperparameters of the
reinforcement learning algorithms such as the gamma discount rate. It also happens
the same with all the hyperparameters of deep neural networks like, for example, the
number of layers of the network, the amount of neurons in each of the layers selected
or the learning rate [9]. Consequently, in such a vast hyperparameter space, with very
expensive evaluations of any of the hyperparameter values, it is a very challenging
task to create algorithms that are to efficiently obtain satisfactory suggestions.
However, it is necessary to adapt the deep reinforcement learning algorithms and
models to any possible scenario.

To address this issue, multifidelity Bayesian optimization has been proposed as
an extension that utilizes information from different levels of evaluation fidelity to
accelerate the optimization process convergence [10]. This technique is particularly
useful in scenarios where low-cost evaluations can be obtained, providing approximate
information about the target function [11]. Recall that a fidelity is basically an
approximation to the true underlying objective function. For example, high fidelity is
an accurate approximation to the objective function whose correlation with it is high
but its cost is also high. In contrast, a low fidelity is a low-quality approximation to
the objective function whose correlation is low but, however, the cost of it is cheap.
Intuitively, if we evaluate a low-fidelity configuration and its result is very bad, then
it is not worth evaluating that configuration with a high fidelity, and we can just discard
the neighborhood of hyperparameter values surrounding that bad-quality
configuration. This is the intuition underlying the methodology of this paper, whose
purpose is to make the hyperparameter tuning of deep reinforcement learning
algorithms process cheaper. For the interested reader in the technical details of the
Bayesian optimization class of methods, a full tutorial of the most efficient
information-theoretic Bayesian optimization algorithms, which theoretically are the
most complete ones, is useful to understand the history of this approach and why
multifidelity approaches built on top of these algorithms are so useful in the scenario
described in this introduction [12,13].

The primary objective of this manuscript is to evaluate the effectiveness of
multifidelity Bayesian optimization in hyperparameter tuning for deep reinforcement
learning algorithms, compared to just applying the standard Bayesian optimization
algorithm, which is the default tool used for automating the deep reinforcement
learning hyperparameter tuning process. RL has gained prominence for its ability to
solve complex decision-making problems, yet the computational cost of
hyperparameter tuning remains a significant bottleneck, particularly in deep
reinforcement learning settings [1]. While standard Bayesian optimization offers an
efficient search strategy [8], its application in computationally intensive environments
can be limited. Multifidelity Bayesian optimization addresses this limitation by
incorporating evaluations of varying fidelity levels, potentially reducing
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computational demands while maintaining optimization quality [10]. This study aims
to provide empirical insights into the trade-offs between these approaches,
contributing to the growing body of research on efficient hyperparameter optimization
in RL.

Having introduced the contextualization and motivation behind this manuscript,
we can now state that this paper is structured as follows. Section 2 provides a concise
review of RL fundamentals, introduces the DRL algorithm employed in the
experiments, and discusses Bayesian optimization principles. It also surveys popular
tools for hyperparameter optimization and highlights examples of Bayesian
optimization applied to RL problems, grounding the work in existing literature.
Section 3 details the experimental setup, including the RL environments, optimization
algorithms, tuned hyperparameters, and other relevant design considerations. Section
4 presents and analyzes the experimental results, comparing the performance of
different optimization techniques and discussing key observations. Finally, Section 5
concludes the study with a comprehensive analysis of the project’s objectives,
summarizing the main experimental findings and proposing directions for future
research in this domain.

2. Fundamentals of the methodologies of reinforcement learning
and Bayesian optimization

Reinforcement Learning (RL) [14] is a framework that operates within a Markov
Decision Process (MDP) model, where an agent learns an optimal policy m(als) to
maximize the expected cumulative discounted reward R_t = X y r_t, with y € [0,1)
as the discount factor, through interactions with an environment defined by state space
S, action space A, transition dynamics P(s'|s,a), and some notion of reward function
r(s,a) that is configurable with the user [1]. The critical advantage of the reinforcement
setup is that the practitioner can configure the variables involved in the observation
space, what the agent observes, in the action space, what the agent does, and the reward
function, what the agent is going to learn in a simulator of the scenario where it is
going to be deployed. The agent iteratively refines m by balancing exploration
(sampling new actions) and exploitation (leveraging known rewards), typically via
value-based methods like Q-learning, which updates Q(s,a) = r + y max_a' Q(s',a’)
using temporal difference learning, or policy gradient methods that directly optimize
nbyascending V_0J(0)=E[V_0logn 6(als) A t], where A tis the advantage estimate.
RL algorithms scale poorly to high-dimensional or continuous spaces, prompting the
advent of deep reinforcement learning (DRL), which integrates deep neural networks
(DNNSs) as function approximators for Q-values or policies, enabling generalization
across complex environments like Atari games or robotic control [4]. Among DRL
methods, Proximal Policy Optimization (PPO) stands out for its stability and
efficiency, employing a clipped surrogate objective L _CLIP(0) = E[min(r_t(0)A t,
clip(r_t(0), 1—¢, 1+e)A t)], where r_t(0) = =_0(a_t|s_t)/z_0 old(a_t|s_t) is the policy
ratio, A t=R_t—V(s_t) approximates advantage via a value function V, and ¢ (typically
0.2) enforces a trust region, preventing destructive updates [15]. PPO’s key strengths
lie in its sample efficiency—reusing trajectories across multiple updates—and its
robustness to hyperparameter settings, making it a preferred choice for tasks requiring
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monotonic policy improvement, such as continuous control. However, PPO’s
performance hinges on tuning hyperparameters like learning rate, clipping threshold ¢,
and network architecture, which motivates advanced optimization strategies and this
paper.

Bayesian Optimization (BO) addresses hyperparameter tuning by modeling the
unknown objective function f(x)—here, some kind of function related to RL agent
performance—as a probabilistic surrogate, typically a Gaussian Process (GP) with
mean m(x) and covariance k(x,x"), updated via observed samples D{x_i, y} [8]. BO
iteratively selects the next hyperparameter configuration x* by maximizing an
acquisition function, such as Expected Improvement (EI), defined as EI(x) =
E[max(f(x)—f(x_best), 0)], balancing exploration of uncertain regions and exploitation
of promising ones. The posterior mean and variance of the GP guide this process, with
kernel choice (e.g., Maté&n or RBF) and length-scale priors influencing surrogate
accuracy. While effective for low-dimensional, continuous spaces, standard BO
struggles with the computational expense of DRL, where each evaluation involves
training a model over thousands of timesteps, necessitating efficient alternatives.
Hyperparameter optimization tools like SMAC (Sequential Model-based Algorithm
Configuration) enhance BO by replacing GPs with random forests, better suited for
mixed discrete-continuous spaces common in RL (e.g., categorical choices like
optimizer type alongside continuous learning rates) [16]. SMAC iteratively builds a
surrogate model, optimizes an acquisition function (e.g., EI), and evaluates
configurations, leveraging local search and intensification to refine promising regions.
SMACS3, an evolution of SMAC, introduces multi-fidelity optimization, exploiting
low-cost approximations (e.g., training on fewer timesteps or smaller networks) to
estimate f(x) at varying fidelity levels, then refining with high-fidelity evaluations as
needed. This approach accelerates convergence by reducing the number of expensive
evaluations, critical for DRL applications where computational budgets are
constrained. In RL contexts, BO and its variants have been applied to tune PPO and
other algorithms, optimizing metrics like cumulative reward or convergence speed,
demonstrating significant performance gains over grid or random search in domains
like robotics and game playing [8,15].

3. Experimental setup

This section outlines the experimental setup, detailing the design, specific
problems addressed, hyperparameters targeted for optimization, implementation tools
and strategies, and the default configuration of the Proximal Policy Optimization
(PPO) algorithm. It describes the experimental structure and methodology, the
selected problems with their objectives and challenges, the systematic approach to
hyperparameter optimization for model performance enhancement.

Within reinforcement learning, the term “environment” denotes the simulated or
physical domain where the learning agent operates, supplying state information, action
outcomes, and rewards that reflect goal achievement, guiding the agent to maximize
cumulative rewards over time. Two environments were selected for this study:
CartPole, chosen for its simplicity and ability to demonstrate core RL concepts, and
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LunarLander, selected for its increased complexity relative to CartPole, enabling
assessment of RL algorithm performance and robustness in more challenging settings.

The CartPole environment, a classic reinforcement learning problem, simulates
an inverted pendulum (pole) attached to a mobile cart, with the objective of balancing
the pole upright by adjusting the cart’s position to prevent it from falling. Its simplicity
yet inherent challenge makes it a widely used benchmark for RL algorithm
experimentation. The agent operates with two discrete actions—moving the cart left
or right—and observes a state comprising the cart’s position, cart velocity, pole angle,
and pole angular velocity. The LunarLander environment simulates a spacecraft
landing on the lunar surface, aiming to safely touch down in a designated zone while
avoiding crashes and minimizing fuel consumption. Its increased complexity, with
multiple actions and diverse states and rewards, makes it a compelling testbed for RL
algorithms. The agent controls the spacecraft’s engine orientation and thrust, selecting
from four discrete actions: do nothing, fire left, fire right, or fire downward. It observes
a state comprising the spacecraft’s position, velocity, orientation angle, angular
velocity, and surface contact data, enabling informed decision-making. Rewards are
positive for successful landings, collision avoidance, and fuel efficiency, and negative
for crashes, off-target landings, or excessive fuel use, providing feedback to guide the
agent toward an effective control policy.

The hyperparameters targeted for optimization are the learning rate, discount
factor, and GAE lambda, critical for agent performance in CartPole and LunarLander
due to their direct influence on learning dynamics. The learning rate governs the step
size of neural network weight updates during training, where overly high values may
cause unstable convergence, and overly low values may lead to slow or suboptimal
learning, making its optimization vital for effective training in CartPole. The discount
factor weighs future versus immediate rewards, with higher values favoring long-term
outcomes—key in CartPole’s delayed-reward structure—while lower values risk
short-sighted decisions, necessitating careful tuning to balance temporal
considerations. Lambda, part of Generalized Advantage Estimation (GAE) in policy-
based methods like Actor-Critic, reduces variance in advantage estimates, enhancing
stability in PPO training. Optimization leverages SMAC (Sequential Model-based
Algorithm Configuration) via a custom optimizer.py script utilizing the
Hyperparameter Optimization Facade (HPOFacade) class, designed to boost PPO
agent performance in CartPole and LunarLander simulations.

The experimental procedure comprises six steps: (1) preparing the CartPole and
LunarLander test environments; (2) defining hyperparameter search spaces for each
optimization algorithm; (3) executing HPO-SMAC and MF-SMAC for
hyperparameter optimization in each environment; (4) training RL agents using the
best hyperparameter configurations identified; (5) evaluating the trained agents’
performance in the test environments; and (6) conducting a comparative analysis of
results to assess the efficacy of the optimization algorithms.

4. Experimental results

This section presents the experimental results evaluating the performance of a
Proximal Policy Optimization (PPO) agent in CartPole and LunarLander
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environments. The reason why we have chosen these settings as benchmarks for the
experiments of this paper is because they are very common in the deep reinforcement
learning literature and also cheap and general settings to compare these algorithms and
also algorithms used to optimize the hyperparameter values [17—19]. In this paper, we
are comparing a baseline approach with fixed hyperparameters and constant
computational resources against a multifidelity approach that varies training budgets
across configurations, as it is common practice in multi-fidelity Bayesian optimization
literature [20,21]. Results are visualized through plots of cumulative rewards during
training and periodic evaluations, conducted at intervals defined by eval freq
(TOTAL_TIMESTEPS/100), ensuring assessments occur regularly, with outcomes
reported at these discrete points, explaining the absence of decimal values in
convergence data. The choice of cumulative rewards as a proxy for the quality of deep
reinforcement learning algorithms is also found in literature and the reason why we
have chosen such a quality measure [22]. Plots display episodes on the X-axis and
cumulative rewards on the Y-axis, facilitating comparison of both approaches’
performance. Results for both versions across the two environments are detailed, with
hyperparameter configurations rounded to five decimals and comprehensive
performance comparisons provided.

We now describe the details of the experiments using basic Bayesian
optimization for a Proximal Policy Optimization (PPO) agent in the CartPole
environment, a simple setting with two discrete actions and a small state space,
enabling rapid convergence to the optimal reward of +500 (range: —500 to +500)
within minutes. Due to its simplicity and low training demands, various
hyperparameter configurations can achieve this maximum. In the baseline experiment,
employing an early stopping criterion of 180 s and 10,000 training timesteps, the
optimized hyperparameters—discount factor: 0.95599, GAE lambda: 0.96237,
learning rate: 0.00033—yielded a post-evaluation reward of 500. The performance
plot (Figure 1) illustrates the agent’s training and evaluation, confirming swift
attainment of the maximum reward, underscoring CartPole’s suitability for achieving
strong results across multiple hyperparameter settings with basic Bayesian
optimization.
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Figure 1. Agent performance in CartPole with the basic Bayesian optimization

version.
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The following experiment modifies the GenericSolver file to halt training once
the reward consistently exceeds a predefined threshold of 350, with a maximum
duration of 180 s and 10,000 timesteps, though rapid convergence often reduced the
actual steps needed. The code was adjusted to minimize training time rather than
reward, yielding hyperparameters—discount factor: 0.94213, GAE lambda: 0.93638,
learning rate: 0.00026. The plot (Figure 2) depicts the agent’s training and evaluation
performance, showing early stopping at 6000 steps (evaluation 60 of 100) due to
meeting the threshold, rather than completing all 10,000 steps. Results indicate that
applying a reward threshold and early stopping accelerates convergence in CartPole,
prioritizing efficiency over maximizing reward, achieving the target in less time. This
approach proves valuable when training duration is a priority, demonstrating effective
hyperparameter configurations that balance reward attainment with reduced
computational effort.

Training Progress

200

Accumulated Reward
(=]

—200 4

—400

T . T T T T T
0 10 20 30 40 50 60
Evaluations

Figure 2. Convergency with the basic Bayesian optimization method.

We now examine multifidelity Bayesian optimization for a Proximal Policy
Optimization (PPO) agent in CartPole, leveraging its simplicity and rapid convergence
to explore advanced optimization strategies with limited costly evaluations. The
experiment set a 180-s optimization time limit and adjusted training timesteps between
5000 and 10,000 based on budget constraints, yielding hyperparameters—discount
factor: 0.95418, GAE lambda: 0.95975, learning rate: 0.00532. The performance plot
(Figure 3) indicates that multifidelity optimization does not enhance hyperparameter
search efficiency in CartPole compared to the basic approach. Given the
environment’s simplicity and the baseline’s strong performance, optimal results are
achieved quickly, diminishing the benefits of multifidelity techniques in this context.
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Figure 3. Agent performance in CartPole with the multi fidelity Bayesian
optimization version.

However, for experiments with reduced timesteps (maximum 2500, minimum
2000) and an early stopping criterion of 180 s, multifidelity Bayesian optimization
yielded the configuration—discount factor: 0.95418, GAE lambda: 0.95975, learning
rate: 0.00532. We have found a 3% efficiency improvement over the non-multifidelity
approach in CartPole, attributed to testing more configurations within the constrained
timeframe. By conducting multiple evaluations with a limited training budget,
multifidelity optimization identified hyperparameter settings that slightly enhanced
agent performance, highlighting its advantage in resource-constrained scenarios
despite the environment’s simplicity.
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Figure 4. Convergency with the multi fidelity Bayesian optimization method.

The next experiment modified the GenericSolver to stop training once the reward
consistently exceeded a threshold of 350, with a 180-s early stopping limit and training
timesteps ranging from 5000 (minimum budget) to 10,000 (maximum budget), though
rapid convergence often reduced steps needed. The code was adjusted to minimize
training time rather than reward, yielding hyperparameters—discount factor: 0.95547,
GAE lambda: 0.93638, learning rate: 0.00016. The plot (Figure 4) shows the agent’s
performance, converging at 8000 steps—20% fewer than the maximum—due to early
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stopping. Results validate a high reward of 476, demonstrating that multifidelity
Bayesian optimization with a reward threshold and time-focused optimization
enhances efficiency in CartPole, achieving the target reward faster despite not
maximizing it.

We now present the baseline experiment for basic Bayesian optimization in
LunarLander, a significantly more complex environment than CartPole, requiring the
agent to handle diverse states and actions, resulting in slower, computationally
expensive learning. The optimization process was configured with a 3-h (10,800-s)
duration and 1,000,000 timesteps to ensure sufficient training for evaluating
configuration efficacy. The resulting hyperparameters—discount factor: 0.95547,
GAE lambda: 0.93638, learning rate: 0.00016—achieved the best performance among
eight tested configurations, yielding an average validation reward of 239. The plot
(Figure 5) illustrates training and evaluation performance, confirming that, despite
LunarLander’s complexity, basic Bayesian optimization can identify effective
hyperparameter settings, delivering robust results, albeit with substantially greater
time and computational demands compared to CartPole.
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Figure 5. Agent performance in Lunar Lander with the basic Bayesian optimization

version.

As we have previously examined the convergency with success in the Cartpole
environment, we have omitted the experiment of performing multifidelity Bayesian
optimization in the Lunar Lander environment. LunarLander’s complexity surpasses
CartPole’s, with its agent navigating a wider array of states and actions, making
learning slower and computationally demanding. This initial multifidelity Bayesian
optimization experiment allocated 3 h (10,800 s) and 1,000,000 timesteps—higher
than CartPole—to ensure sufficient training for configuration validation. The resulting
hyperparameters—discount factor: 0.95547, GAE lambda: 0.93638, learning rate:
0.00016—achieved the best performance among 12 tested configurations, with a mean
validation reward of 272, a 13% improvement over the 239 from the non-multifidelity
approach. The plot (Figure 6) illustrates training and evaluation, highlighting
multifidelity’s ability to explore more configurations efficiently within the same
timeframe, enhancing hyperparameter space search. These findings demonstrate that
multifidelity Bayesian optimization yields more effective configurations in
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LunarLander, improving average reward and training efficiency despite the
environment’s complexity.
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Figure 6. Agent performance in Lunar Lander with the multi fidelity Bayesian

optimization version.

5. Conclusions, discussion and further work

This study compares basic and multifidelity Bayesian hyperparameter
optimization in deep reinforcement learning scenarios with the assumption that the
performance displayed by this method in supervised learning real-world problems is
also going to be shown in the case of deep reinforcement learning common problems
[23] such as in CartPole and LunarLander, revealing distinct performance and stability
differences. We believe that the significance of testing the research hypothesis that
multi-fidelity Bayesian optimization outperforms Bayesian optimization in the
hyperparameter tuning of deep reinforcement learning algorithms setup is critical, as
its use is going to incur a cheaper solution to this problem, which implies in the process
being more green and computationally efficient. Regarding the results presented in the
previous section, we can see that in the CartPole setup (Table 1), both approaches
achieved a maximum reward of 500 at 10 timesteps in the baseline, but at 2500
timesteps, multifidelity maintained 500 versus the basic’s 487 (2.67% improvement).
For convergence, the basic version reached 403 at 6000 timesteps, while multifidelity
hit 476 at 8000 timesteps (15% reward gain, though 30% slower), showcasing
enhanced stability and efficiency.

Table 1. Comparison of results obtained with and without multifidelity in CartPole.

Metric Basic Version Multifidelity Version
Timesteps: 10,000 Accumulated Reward: 500 Accumulated Reward: 500
Timesteps: 2500 Accumulated Reward: 487 Accumulated Reward: 500
Timesteps When Reward Exceeds 350 Timesteps: 6000 Timesteps: 8000
Timesteps When Reward Exceeds 350 Accumulated Reward: 403 Accumulated Reward: 476

10
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In LunarLander (Table 2), multifidelity outperformed the baseline at 1,000,000
timesteps (272 vs. 239), and at 250,000 timesteps (253 vs. 163). For convergence,
multifidelity surpassed a 200-reward threshold in 40,000 timesteps (267) versus the
basic’s 58,000 timesteps (223), a 30% step reduction and 17% reward increase.
Multifidelity consistently demonstrated superior robustness and reliability across
experiments according to the results that we have obtained.

Table 2. Comparison of results obtained with and without multifidelity in LunarLander.

Metric Basic Version Multifidelity Version
Timesteps: 1,000,000 Accumulated Reward: 239 Accumulated Reward: 272
Timesteps: 250,000 Accumulated Reward: 163 Accumulated Reward: 253
Timesteps When Reward Exceeds 200 Timesteps: 58,000 Timesteps: 40,000
Timesteps When Reward Exceeds 200 Accumulated Reward: 223 Accumulated Reward: 267

Overall, multifidelity optimization enhanced performance, stability, and
convergence speed in both environments, proving more efficient and effective for
agent training, particularly in complex settings like LunarLander. This improvement
of the performance of the algorithm can be used to make the hyperparameter tuning of
deep reinforcement learning algorithms process cheaper or to make more evaluations
given the same budget to improve performance, according to the needs of the
practitioner, which we believe is a critical advantage with respect to just applying
standard Bayesian optimization techniques that do not take into account a different set
of fidelities.

The paper adds empirical evidence with Lunar Lander and Cartpole regarding the
usefulness of the multifidelity Bayesian optimization framework. However, we
recognize that these are very easy standard reinforcement learning settings in
comparison to the whole environments that can be tested. Consequently, more
empirical evidence should be explored to reinforce the evidence of the hypothesis that
we have shown in this work.

Future research could explore several avenues to enhance the multifidelity
Bayesian optimization framework for RL hyperparameter tuning [24]. First, extending
the approach to more complex, high-dimensional environments [25], such as robotic
control tasks or multi-agent systems [26], explainable financial setups [27], could test
its scalability and robustness [28] beyond CartPole and LunarLander, addressing
computational bottlenecks noted in prior studies [1]. Second, integrating adaptive
fidelity selection mechanisms, building on [10], could dynamically adjust evaluation
budgets based on real-time convergence signals, potentially improving efficiency over
static multifidelity setups. Third, incorporating transfer learning [29,30] to leverage
optimized hyperparameters across related tasks, as suggested by [8], might reduce
training times in LunarLander-like scenarios. Finally, comparing multifidelity
optimization against emerging techniques, such as population-based training [31], or
using advanced information Bayesian optimization [32], could clarify its relative
advantages in diverse RL contexts, fostering broader adoption.
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